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The results of experiments in which subjects rated the perceived quality of speech and
music that had been subjected to various forms of both linear and nonlinear distortion are
reported. Experiment 1 made use of artificial distortions (such as ripples in frequency re-
sponse combined with peak clipping). Experiment 2 included both artificial distortions and
real distortions introduced by transducers. The results were compared with the predictions of
a new model based on a weighted sum of predictions for linear distortion alone and for
nonlinear distortion alone. There was a very good correspondence between the obtained and
predicted ratings. Correlations were greater than 0.85 for speech stimuli and 0.90 for music
stimuli. It is concluded that the new model can predict accurately the perceived quality of
speech and music subjected to combined linear and nonlinear distortion.

0 INTRODUCTION

All transducers (such as loudspeakers and microphones)
and many transmission channels introduce a certain
amount of distortion into audio signals. The received or
reproduced signal is not identical to the original. Distor-
tion can be broadly categorized into two types:

1) Linear Distortion. This involves changes in the rela-
tive amplitudes and phases of the frequency components
present in the complex signal. Such changes are typically
perceived as changes in timbre or tone quality (coloration).
The effects of changes in phase response are usually small
compared to the effects of irregularities in amplitude–
frequency response [1], except for some specific artificial
stimuli [2], and so phase distortion is ignored in the re-
mainder of this paper.

2) Nonlinear Distortion. This involves the introduction
of frequency components that were not present in the input
signal. The effects of nonlinear distortion may be de-

scribed as harshness, roughness, or noisiness, or in terms
of the perception of sounds that were not present in the
original signal such as crackles or clicks.

We have been conducting a series of studies with the
goal of producing a model that can predict accurately the
perceived quality of speech and music signals subjected to
various forms of distortion, such as might be produced by
transducers, coding schemes, or imperfect transmission
channels. The stimuli were all delivered via earphones, so
the results do not incorporate the effects of room rever-
beration. Hence the results and models presented here
should be considered as applicable to situations where the
effects of room reverberation are minimal, for example,
listening via earpieces or headphones, or listening via
loudspeakers in acoustically dead rooms. We have started
by examining separately the perceptual effects of linear
distortion [3] and nonlinear distortion [4]. The perceptual
data were used to develop models for predicting the per-
ceptual effects of linear distortion alone [5] and nonlinear
distortion alone [6]. Here we report perceptual experi-
ments on the combined effects of linear and nonlinear
distortion. The results are used to evaluate and refine a*Manuscript received 2004 June 30; revised 2004 September 2.

PAPERS

J. Audio Eng. Soc., Vol. 52, No. 12, 2004 December1228



model for predicting the perceptual judgments. For re-
views of the background to this work, the reader is referred
to our previous papers [3], [4] and to the papers by Czer-
winski et al. [7], [8].

1 EXPERIMENT 1—PERCEPTUAL EFFECTS
OF ARTIFICIAL LINEAR AND
NONLINEAR DISTORTION

1.1 Stimuli
The first experiment made use of various “artificial”

linear and nonlinear distortions that were applied to speech
and music stimuli. The speech was a concatenation of two
sentences, one from a male and one from a female talker,
taken from tracks 49 and 50 of the CD “Sound Quality
Assessment Material” (SQAM) produced by the European
Broadcasting Union.1 The same two sentences were used
throughout. The overall duration of the two sentences,
including the brief pause between them, was 3.1 s. The
music was a fragment of jazz (piano, bass, and drums)
with a relatively constant overall level, taken from a com-
mercial CD (digital recording). The same fragment was
used throughout. Its duration was 7.3 s.

The stimuli were first filtered to introduce linear distor-
tion. The filters were implemented digitally, using the
overlap–add method [9], which does not introduce any
phase distortion. Digital representations of the input sig-
nals were obtained directly from the CD, using the stan-
dard sampling rate of 44 100 Hz. Frames containing 4096
samples (duration � 92.9 ms) were Hamming windowed
and overlapped by 75%. Thus frames were updated every
23.2 ms. The filters were a subset of those described by
Moore and Tan [3]. The filtered stimuli were then sub-
jected to nonlinear distortion, using methods described in
Tan et al. [4].

For some of the nonlinear distortions the stimuli were
filtered into four frequency bands, and the distortion was
applied to the waveform at the output of one of the filters
only. The four bands covered the following frequency
ranges: 0–606 Hz, 606–1973 Hz, 1973–5583 Hz, and
5583–22 050 Hz. The distorted waveform was then “post-
filtered” using the same filter, before the outputs of the
filters were combined. This restricted the distortion com-
ponents to a specific frequency region. This operation is
referred to as pre- and postfiltering. The filters were de-
signed so that the spectrum of the combined output was
almost the same as the spectrum of the input (except when
the spectral shape was altered by substantial amounts of
nonlinear distortion).

In what follows, the characteristics of some of the linear
filters are described with the frequency transformed to
ERBN number, where ERBN stands for the equivalent rect-
angular bandwidth of the auditory filter for normally hear-
ing listeners, when measured at a moderate sound level.
The auditory filter at a given center frequency character-
izes human frequency selectivity at that frequency [10].

The ERBN-number scale is a perceptually relevant scale
[11], [12], expressed by the following equation:

ERBN-number � 21.4 log10(4.37F + 1)

where F is frequency in kilohertz. In the following, spec-
tral ripples, when present, were sinusoidal in dB on an
ERBN-number scale.

The following combinations of linear and nonlinear dis-
tortion were used.

1) Spectral ripples with depth (peak-to-valley ratio) 10
dB and rate 0.5 ripples/ERBN-number, applied over the
frequency ranges 3–32 ERBN (87–6981 Hz), 3–12 ERBN

(87–606 Hz), 13–22 ERBN (701–2224 Hz), or 23–32
ERBN (2503–6981 Hz), combined with:

a) Hard symmetrical clipping, with the clipping level
set so that the broad-band signal was clipped 10%
of the time. The clipping level was chosen based
on distributions of instantaneous amplitude for the
entire signal, and was determined separately for
the speech and music signals.

b) Hard symmetrical clipping applied only in the
band 0–606 Hz, with pre- and postfiltering, with
the clipping level set so that the signal in the band
0–606 Hz was clipped 10% of the time.

c) Hard symmetrical clipping applied only in the
band 606–1973 Hz, with pre- and postfiltering,
with the clipping level set so that the signal in the
band 606–1973 Hz was clipped 10% of the time.

d) Hard symmetrical clipping applied only in the
band 1973–5583 Hz, with pre- and postfiltering,
with the clipping level set so that the signal in the
band 1973–5583 Hz was clipped 10% of the time.

e) Hard symmetrical clipping applied only in the
band 5583–22 050 Hz, with pre- and postfiltering,
with the clipping level set so that the signal in the
band 5583–22 050 Hz was clipped 10% of the
time.

2) Spectral ripples with depth (peak-to-valley ratio) 10
dB and rate 0.5 ripples/ERBN, applied over the frequency
ranges 3–32 ERBN (87–6981 Hz), 3–12 ERBN (87–606
Hz), 13–22 ERBN (701–2224 Hz), or 23–32 ERBN (2503–
6981 Hz) combined with:

a) Waveform distortion produced by raising the ab-
solute value of the instantaneous amplitude of the
broad-band signal to the power 0.7, while preserv-
ing the sign of the amplitude. This type of distor-
tion is called here full-range distortion, as it has an
influence whatever the amplitude of the signal;
range refers to the amplitude of the signal, not to
its spectral range.

b) Full-range distortion as in a), applied only in the
band 0–606 Hz, with pre- and postfiltering.

c) Full-range distortion as in a), applied only in the
band 606–1973 Hz, with pre- and postfiltering.

d) Full-range distortion as in a), applied only in the
band 1973–5583 Hz, with pre- and postfiltering.

e) Full-range distortion as in a), applied only in the
band 5583–22 050 Hz, with pre- and postfiltering.

1www.ebu.ch; materials also available from http://sound.
media.mit.edu/mpeg4/audio/sqam/
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3) Spectral tilt of +0.5 dB/ERBN or −0.5 dB/ERBN,
applied over the frequency ranges 3–32 ERBN (87–6981
Hz), 3–12 ERBN (87–606 Hz), 13–22 ERBN (701–2224
Hz), or 23–32 ERBN (2503–6981 Hz), combined with hard
symmetrical clipping, with the clipping level set so that the
broad-band signal was clipped 10% of the time.

4) Spectral tilt of +0.5 dB/ERBN or −0.5 dB/ERBN,
applied over the frequency ranges 3–32 ERBN (87–6981
Hz), 3–12 ERBN (87–606 Hz), 13–22 ERBN (701–2224
Hz), or 23–32 ERBN (2503–6981 Hz) combined with full-
range distortion.

5) Band-limiting between 8 and 26 ERBN (313–3547
Hz), either without nonlinear distortion or with full-range
distortion.

6) Band-limiting between 4 and 36 ERBN (123–10 869
Hz), either without nonlinear distortion or with full-range
distortion.

This gave a total of 60 conditions with various forms of
distortion. In addition, an undistorted broad-band signal
was included.

The stimuli were replayed to the subjects using a 24-bit
Lynx 1 sound card, mounted in a PC. The output of the
sound card drove Sennheiser HD580 earphones. The same
signal was fed to each earpiece. These earphones have a
diffuse-field response, that is, they produce at the eardrum
of the listener a similar frequency response as would be
obtained listening in a diffuse sound field. Measurements
using a KEMAR manikin [13] and using a probe micro-
phone (Etymõtic Research ER7C) close to the eardrum of
several human individuals showed that the response of the
earphones accurately matched the average diffuse-field re-
sponse of the ear and that levels of harmonic and intermodu-
lation distortion were very low; see [3], [4] for details.

The overall level of each distorted signal was adjusted
digitally prior to digital-to-analog conversion so as to give
roughly a constant loudness level of 86.4 phons (for bin-
aural listening). This is the same loudness level as used in
our previous studies of the effects of linear and nonlinear
distortion [3]–[6]. The model for the effects of linear dis-
tortion developed earlier [5] involves comparisons of the
excitation patterns for undistorted and distorted test sig-
nals, and these comparisons are based on the assumption
that the overall excitation level (and loudness) is similar
for the two signals. The required adjustment was calcu-
lated using the loudness model of Moore et al. [14]. The
calculations took into account the diffuse-field response of
the earphones.

1.2 Experimental Method
In a given test session a subject was tested using either

speech or music. The 61 stimuli, corresponding to the dif-
ferent types of linear and nonlinear distortion, were presented
in a randomized order, which was different for each subject.
After each stimulus presentation there was a pause, during
which the subject was required to rate the perceived quality
on a 10-point scale, where 10 indicates “completely undis-
torted” and 1 represents “very distorted.” The response cat-
egories were displayed on the computer screen, and subjects
responded using the mouse to click on their category of
choice. The computer waited indefinitely until a response

was made. The next stimulus was presented approximately
1 s after a response was made.

To illustrate the meaning of the descriptors for the cat-
egories, before the experiment started, samples were pre-
sented of undistorted signals. These were described as
examples of category 10. Similarly, samples were pre-
sented with large amounts of distortion (such as spectral
ripples over a wide frequency range combined with full-
range distortion applied to the broad-band signal). These
were described as category 1. Each subject was tested in
two sessions on different days. In each session the test was
conducted once using speech and once using music. The
repeated measurement for each type of stimulus allowed
us to assess how consistent the responses of each subject
were. A session typically lasted about one hour.

1.3 Subjects
Ten subjects were tested. None had any history of hear-

ing disorders and all had audiometric thresholds better
than or equal to 20 dB HL in both ears at all audiometric
frequencies from 250 to 8000 Hz. Their ages ranged from
20 to 29 years (mean 23, standard deviation 3). Subjects
were paid for their participation.

2 RESULTS

2.1 Consistency across Sessions and Subjects
The results for each subject generally showed a similar

pattern across the two test sessions for a given type of
signal (speech or music). The overall consistency across
test sessions was assessed by calculating the mean score
across subjects for each condition and stimulus type, sepa-
rately for each session, and then calculating the correlation
of the scores for the 61 conditions across sessions. The
correlations obtained in this way were 0.92 for the speech
stimuli and 0.97 for the music stimuli. The high correla-
tions indicate a good degree of consistency of the group
mean scores across test sessions.

The pattern of results was also reasonably consistent
across subjects. To assess the degree of consistency across
subjects, we calculated the mean score for each subject
and each condition across the two sessions. We also cal-
culated the mean score across subjects for each condition
and stimulus type, including the data for both sessions.
Then, for each subject in turn, we calculated the correla-
tion between the scores for that individual subject and the
mean scores, over the 61 conditions. The higher the cor-
relation, the more closely the pattern of scores for a given
subject resembles that for the group as a whole. The re-
sulting correlations are shown in Table 1, separately for
music and for speech stimuli. The correlations are gener-
ally high, indicating a high degree of consistency across
subjects. The lowest correlation was 0.70 (subject 9 for the
speech stimuli). The standard deviation (SD) of the ratings
across subjects for a given condition was typically about
1.5 scale units [standard error (SE) about 0.5 scale unit].

2.2 Mean Ratings
The mean ratings across subjects for the speech stimuli

are shown in Figs. 1–5. For the spectral ripple combined
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with peak clipping (Fig. 1), ratings were lower when the
spectral ripple extended over a wide frequency range (87–
6981 Hz) than when it was limited to one of the subranges.
A within-subjects ANOVA with factors ripple frequency
range and clipping frequency range showed a significant
effect of ripple range [F(3, 27) � 6.21, p � 0.002]. Rat-
ings were lower when the peak clipping was applied to the
broad-band signal than when it was applied in one of the
subranges, and ratings were somewhat lower when the
clipping was applied in the range 5583–22 050 Hz than
when it was applied in one of the lower subranges. The
ANOVA showed a significant effect of clipping range
[F(4, 36) � 27.1, p < 0001] and a significant interaction
of ripple range and clipping range [F(12, 108) � 3.05,
p < 0.001].

For the spectral ripple combined with full-range distor-
tion (Fig. 2) ratings were generally low, and were not
markedly affected by the frequency range over which the

spectral ripple extended. An ANOVA with factors ripple
range and full-range distortion range showed no signifi-
cant effect of ripple range. Ratings were lower when the
full-range distortion was applied to the broad-band signal
and to the two middle subranges than when it was applied
to one of the outer subranges (0–606 Hz and 5583–22 050
Hz). The ANOVA showed a significant effect of the fre-
quency range of the full-range distortion [F(4, 36) � 5.51,
p < 0.001] and a significant interaction of ripple range
and full-range distortion range [F(12, 108) � 2.30,
p � 0.012].

For the spectral tilt combined with peak clipping (Fig.
3) ratings were lower when the spectral tilt extended over
a wide frequency range (87–6981 Hz) than when it was
limited to one of the subranges. An ANOVA with factors
tilt range and tilt direction showed a significant effect of
tilt range [F(3, 27) � 8.21, p < 0.001]. Ratings generally
had medium values (4–5.5). There was no clear difference

Fig. 1. Mean subjective ratings of speech stimuli from experiment 1 for stimuli with spectral ripple applied over various frequency
ranges, combined with peak clipping applied over various frequency ranges.

Table 1. Correlation of mean ratings across sessions for each individual subject with mean
ratings across subjects; experiment 1.

Subject 1 2 3 4 5 6 7 8 9 10

Speech 0.89 0.86 0.91 0.89 0.83 0.92 0.89 0.90 0.70 0.88
Music 0.95 0.97 0.92 0.94 0.92 0.02 0.94 0.95 0.85 0.95

PAPERS PERCEPTION OF DISTORTION

J. Audio Eng. Soc., Vol. 52, No. 12, 2004 December 1231



between ratings for positive and negative tilts, and the
effect of tilt direction was not significant.

For the spectral tilt combined with full-range distortion
(Fig. 4) ratings were lower when the spectral tilt extended
over a wide frequency range (87–6981 Hz) than when it
was limited to one of the subranges. An ANOVA with
factors tilt range and tilt direction showed a significant
effect of tilt range [F(3, 27) � 4.02, p � 0.017]. Ratings
were relatively low (3–4). There was no clear difference
between ratings for positive and negative tilts, and the
effect of tilt direction was not significant.

For the distortions involving band-limiting (Fig. 5) the
mean score was low (2.9) when the signal was band-
limited to the range 313–3547 Hz, without nonlinear dis-
tortion; a similar result was found previously [3]. The
score was even lower (2.2) when full-range waveform
distortion was added, keeping the bandwidth the same.
The score was much higher (8.3) when the frequency
range was increased to 123–10 869 Hz, and no nonlinear
distortion was present. Adding full-range distortion caused
a marked drop in score, to 3.8. An ANOVA with factors
bandwidth and presence or absence of full-range distortion
showed significant effects of bandwidth [F(1, 9) � 78.2,
p < 0.001] and presence of distortion [F(1, 9) � 89.8, p <
0.001] and a significant interaction of the two [F(1, 9) �

100.25, p < 0.001]. The highest mean score (9.3) was
obtained for the undistorted signal.

The mean ratings across subjects for the music stimuli
are shown in Figs. 6–10. For the spectral ripple combined
with peak clipping (Fig. 6) the spectral range over which
the ripple extended had little influence. An ANOVA with
factors ripple frequency range and clipping frequency
range showed no significant effect of ripple range. Ratings
were lower when the peak clipping was applied to the
broad-band signal than when it was applied in one of the
subranges. The effect of clipping range was significant
[F(4, 36) � 66.7, p < 0001]. There was also a significant
interaction of ripple range and clipping range [F(12,
108) � 2.08, p � 0.024].

For the spectral ripple combined with full-range distor-
tion (Fig. 7) ratings were generally relatively low, and
were not markedly affected by the frequency range over
which the spectral ripple extended. An ANOVA with fac-
tors ripple range and full-range distortion range showed no
significant effect of ripple range. Ratings were lower when
the full-range distortion was applied to the broad-band
signal than when it was applied to one of the subranges.
The ANOVA showed a significant effect of the frequency
range of the full-range distortion [F(4, 36) � 25.4,
p < 0.001] and a significant interaction of ripple range

Fig. 2. As Fig. 1, but for stimuli with spectral ripple applied over various frequency ranges, combined with full-range distortion applied
over various frequency ranges.
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and full-range distortion range [F(12, 108) � 2.87,
p � 0.002].

For the spectral tilt combined with peak clipping (Fig.
8) ratings were lower when the spectral tilt extended over
a wide frequency range (87–6981 Hz) than when it was
limited to one of the subranges. An ANOVA with factors
tilt range and tilt direction showed a significant effect of
tilt range [F(3, 27) � 8.74, p < 0.001]. Ratings were
generally low (2.6–4.3). There was no clear difference
between ratings for positive and negative tilts, and the
effect of tilt direction was not significant.

For the spectral tilt combined with full-range distortion
(Fig. 9) ratings were uniformly low (1.9–2.6) and were not
markedly affected by the frequency range over which the
tilt extended. There was no clear difference between rat-
ings for positive and negative tilts. An ANOVA with fac-
tors tilt range and tilt direction showed no significant main
effects or interactions.

For the distortions involving band-limiting (Fig. 10), the
mean score was low (3.2) when the signal was band-
limited to the range 313–3547 Hz, without nonlinear dis-
tortion; a similar result was found previously [3]. The
score was even lower (1.6) when full-range waveform
distortion was added, keeping the bandwidth the same.

The score was much higher (7.5) when the frequency
range was increased to 123–10 869 Hz, and no nonlinear
distortion was present. Adding full-range distortion caused
a marked drop in score, to 2.3. An ANOVA with factors
bandwidth and presence or absence of full-range distortion
showed significant effects of bandwidth [F(1, 9) � 187.5,
p < 0.001] and presence of distortion [F(1, 9) � 56.54, p
< 0.001] and a significant interaction of the two [F(1, 9) �
35.0, p < 0.001]. The highest mean score (8.1) was ob-
tained for the undistorted signal.

It will be clear from the preceding that when linear and
nonlinear distortion are combined, the effects of the non-
linear distortion tend to dominate perceptually, except
when the spectral distortion is substantial (for example,
band-limiting between 313 and 3547 Hz).

3 MODELING THE RESULTS

We have previously described models for predicting the
perceptual effects of linear distortion alone [5] and non-
linear distortion alone [6]. Here we describe a new model
for predicting the combined effects of linear and nonlinear
distortion. The new model is based on combining the pre-
dictions derived from the two separate models—one for

Fig. 3. As Fig. 1, but for stimuli with positive or negative spectral tilt applied over various frequency ranges, combined with peak
clipping.
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linear distortion and one for nonlinear distortion. Hence
we start by summarizing the main features of the separate
models. It should be noted that the model for predicting
the effects of linear distortion was designed so as to be
relatively unaffected by nonlinear distortion, since mod-
erate amounts of nonlinear distortion have only a small
effect on the spectrum of the signal (although large
amounts of nonlinear distortion would influence the mea-
sure of linear distortion, an effect not explicitly taken into
account in our model). Similarly, the model for predicting
the effects of nonlinear distortion was designed so as to be
relatively unaffected by linear distortion. This is why it is
reasonable to use the separate models to predict the per-
ceptual effects of the two forms of distortion, and then to
combine the outputs of the models so as to derive an
overall predicted rating.

3.1 Model for Predicting the Effects of Linear
Distortion Alone

This model is based on the assumption that the effects
of linear distortion can be characterized in terms of the
changes that they produce in the excitation patterns
evoked by the stimuli. The excitation pattern is a plot of
the output of the (simulated) auditory filters as a function

of filter center frequency [10]. It can be thought of as a
representation in the auditory system of the spectrum of
the stimulus. In the model we use a pink noise as a rep-
resentative input signal for characterizing changes in the
shape of the excitation pattern. Excitation patterns are
compared for a pink noise input and for pink noise after
passing through the system under test. For a “real” system,
for which the frequency response is not known a priori, the
frequency response is estimated from the difference be-
tween the average spectrum of the original undistorted
music signal and the average spectrum of the output of the
system in response to the music signal. Two aspects of the
excitation pattern are considered to be relevant. One aspect
is the difference in excitation levels in response to the
original signal and the distorted signal, for each center
frequency considered. The other aspect is connected with
the rapidity of changes in the excitation pattern introduced
by the linear distortion, that is, how rapidly the response
changes with frequency. We showed previously that finely
spaced ripples have a greater deleterious effect than
coarsely spaced ripples, except when the ripples become
so fine that they are not resolved by the auditory system
[3]. In the model these two aspects are measured in terms
of first-order and second-order differences in the excita-

Fig. 4. As Fig. 1, but for stimuli with positive or negative spectral tilt applied over various frequency ranges, combined with full-range
distortion.
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tion patterns in response to the original and the distorted
signals.

The model involves the following stages for the gen-
eration of a quantity that is inversely related to the sub-
jective naturalness of a signal subjected to a specific spec-
tral distortion:

1) Using a pink noise as input, the input level is adjusted
so that the loudness level of the output, calculated using
the model described by Moore et al. [14], is 86.4 phons,
assuming binaural listening in a diffuse sound field.

2) An excitation pattern is calculated as described by
Moore et al.[14], except for the inclusion of a sharpening
parameter s. The sharpness of the auditory filters used to
calculate the excitation pattern is controlled by a param-
eter p, whose value at each center frequency determines
both the bandwidth and the slope of the filter; the higher
the value of p, the sharper the filter. In the method de-
scribed here, the filters are sharpened by multiplying the
value of p at each center frequency by a factor s. The
pattern is calculated as a function of the ERBN number i,
at intervals of 0.5 ERBN, for the original undistorted
stimulus and the spectrally distorted stimulus.

3) When the calculated excitation level for any value of
i falls below a noise floor value f, the excitation level is set
equal to f.

4) For each value of i the first-order difference is cal-
culated between the excitation level for the original signal
and that for the spectrally distorted signal; EO(i) − ED(i).

5) For each value of i the second-order difference is
calculated between the excitation level for the original
signal and that for the spectrally distorted signal; {EO(i +
1) − ED(i + 1)} − {EO(i) − ED(i)}.

6) The first- and second-order differences at each i are
weighted according to the weighting function defined
here, with parameter ws,

W�i� = 1 for i � 17.5

W�i� = 1 − wS�i − 17.5��46 for i = 17.5−40.

7) For judgments of speech stimuli, the values of W(i)
are set to 0 for i < 4 and for i > 36.

8) The standard deviation (SD) of the weighted first-
order differences is calculated across all i.

9) The SD of the weighted second-order differences is
calculated across all i.

10) A weighted sum of the SDs of the first-order and
second-order differences, with weight parameter w, is
formed in the following way:

wSD{EO(i) − ED(i)} + (1 − w)SD{EO(i + 1)
− ED(i + 1) − EO(i) + ED(i)}.

Fig. 5. As Fig 1, but for band-limited stimuli with and without full-range distortion (D). Rightmost bar—mean rating for undistorted
stimulus.
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We refer to the final calculated quantity as the overall
weighted excitation-pattern difference D. Subjective natu-
ralness is inversely related to D and predictable from D.
The parameter values used are s � 1.5, w � 0.4, f � 32
dB, ws � 0.5.

To make the relationship between the D values and the
subjective ratings S more linear, the S values are trans-
formed. The first step is to apply a linear transform to each
subjective rating score S so that the range of transformed
scores St is from 0 to 1,

St � (S − MIN)/(MAX − MIN)

where MIN is the smallest obtained value of S and MAX
is the largest. If it is desired to make predictions when no
subjective ratings have been obtained, then MAX is set to
10 (the highest rating permitted) and MIN is set to 1 (the
lowest rating permitted).

The second step is to apply the arcsine transform to the
values of St, giving the transformed values T,

T = 2 arcsin �St.

The resulting T values are almost linearly related to the
D values. Hence calculated D values are used to predict T
values. The inverse of the transformations described here
is used to predict S values from T values.

3.2 Model for Predicting the Effects of
Nonlinear Distortion Alone

When nonlinearities are present in a system, the output
of the system in a given frequency region may be influ-
enced by input components in a different frequency re-
gion. Here we characterize frequency regions in terms of
(modeled) auditory filters [10], [15]. Each auditory filter
represents the frequency selectivity of the auditory system
at a specific center frequency. An array of filters is used to
cover the audible frequency range. The extent to which the
output of a nonlinear system in one frequency region (one
filter) is caused by the input in that frequency region can
be measured by the correlation of the output of a simulated
auditory filter in response to the original and distorted
signals; the higher the correlation of the filter responses to
the original and distorted signals, the lower is the distor-
tion, and the higher is the perceptual quality. The measure
used in the model is based on this idea.

The model operates in the following way.
1) The input signal is speech (for prediction of percep-

tual judgments of speech) or music (for prediction of per-
ceptual judgments of music). The model requires the
waveform of the original input signal and the waveform of
the signal after passing through the nonlinear system under
test.

Fig. 6. As Fig. 1, but for music stimuli.
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2) The original and distorted signals are time aligned.
3) The original and distorted signals are filtered to

mimic the effects of transmission through the outer and
middle ear. This is done using a finite impulse response
(FIR) filter with 4097 coefficients, as described by
Glasberg and Moore [16]. This filtering results in a rela-
tive attenuation of frequency components below 500 Hz
and above 5000 Hz.

4) The filtered signals are fed (separately) to an array of
40 gammatone filters each with a bandwidth of 1 ERBN.
Gammatone filters provide a computationally efficient
time-domain simulation of the auditory filters [17], [18].
Their magnitude response is similar to that of the rounded
exponential filter shape often used to model auditory fre-
quency selectivity, as measured in notched-noise masking
experiments [1], [12], [19], [20]. The filter center frequen-
cies are spaced at 1-ERBN intervals, and cover the range
from 50 Hz to 19 739 Hz. (It is assumed that the lowest
auditory filter is centered at 50 Hz; see [14] for justifica-
tion of this view.)

5) For each filter the short-term cross correlation be-
tween the response to the undistorted signal and the re-
sponse to the distorted signal is calculated. Initially the
filter output is split into 30-ms nonoverlapping frames
with index i. The cross correlation is calculated between
the waveform of the ith frame at the filter output in re-

sponse to the distorted signal and the waveform resulting
from concatenation of frames i − 1, i, and i + 1 in response
to the original signal, for lags from −10 to +10 ms.

6) For each frame and each filter, the maximum value of
the cross correlation Xmax is determined. This allows for
any (small) frequency-dependent time delay in the nonlin-
ear system. We assume that the value of Xmax provides a
measure of the extent to which the output in response to
the distorted signal was affected by frequency components
not present in the original signal. The lower Xmax, the
greater is the influence of distortion components.

7) We assume that the perception of distortion at the
output of a given filter is related to the relative magnitude
of the output of that filter. In particular, for filters where
the output is very low, we assume that the perceptual
effect of distortion will be small. A low output usually
occurs at very low and high frequencies, because of the
filter simulating the effect of the outer and middle ear, as
described in step 3). A low output might also occur be-
cause of the limited frequency range of the transducer that
introduced the nonlinearity. For each 30-ms frame i the
power at the output of each filter j is calculated and con-
verted to a decibel measure, Level (j). The value of Level
(j) is used to determine a weight that is applied to the
short-term correlation for frame i and filter j. For details
see [6].

Fig. 7. As Fig. 2, but for music stimuli.
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8) For each frame the weighted values of Xmax are
summed across filters to give an overall measure of cor-
relation for that frame.

9) The average correlation determined in this way is
then averaged across frames. This gives a measure, Rnonlin,
which decreases with increasing distortion.

The relationship between Rnonlin and the subjective rat-
ings S is somewhat curvilinear [6]. The relationship is
described by the following function:

rating � (a + bRnonlin
c ) / (a + Rnonlin

c )

where a, b, and c are fitting parameters. This function is
used to predict the mean subjective rating for a given type
of distortion from the Rnonlin value for that distortion. For
fitting the data of experiment 1, the values of the param-
eters a, b, and c were adjusted so as to minimize the
mean-squared deviation between the ratings obtained and
the fitted function. It should be noted, however, that the
values of the parameters are likely to vary depending on
the subjects, on the type and range of nonlinear distortions
used in a given perceptual experiment, and also on the type
of stimuli used, since it is well known that subjects adjust
their responses to use a reasonable proportion of the per-
mitted range of responses [3], [4], [21]. For predicting the
perceptual effects of nonlinear distortion when subjective

ratings are not available, “typical” values of the param-
eters are used. This should lead to the correct rank order-
ing of systems, but will not necessarily predict accurately
the values of subjective ratings obtained in subsequent
experiments.

3.3 Model for Predicting the Combined Effects
of Linear and Nonlinear Distortion

To generate predicted ratings for stimuli subjected to
both linear and nonlinear distortion, the models for linear
and nonlinear distortion are initially run independently, as
described. One problem in running the model for nonlinear
distortion is that the waveforms at the outputs of the gam-
matone filters are affected not only by the nonlinearity of
the system under test, but also by the nonflat frequency
response (linear distortion) of the system. This was not a
problem in our earlier work [4], [6], as all stimuli were
filtered so as to compensate for any nonflat frequency
responses. However, for the evaluation of systems involv-
ing both linear and nonlinear distortion, such an approach
is not possible.

The problem boils down to the appropriate choice of
reference signal to be used as the “original” undistorted
signal, when running the model for nonlinear distortion.
One approach is to ignore the linear distortion introduced

Fig. 8. As Fig. 3, but for music stimuli.
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by the system under test, and to use the original signal
itself. We call this “approach 1.” This approach has the
advantage of simplicity, and it turns out to work rather
well, as will be seen. However, with approach 1 the value
of Rnonlin is no longer a “pure” measure of nonlinear dis-
tortion; its value is influenced also by linear distortion.
Consider, as an example, the condition where stimuli were
band-limited to the frequency range 313–3547 Hz, without
any nonlinear distortion. In response to the original signal,
gammatone filters tuned below 313 Hz are driven primar-
ily by frequency components below 313 Hz, and filters
tuned above 3547 Hz are driven primarily by frequency
components above 3547 Hz. Generally each filter is driven
mainly by local components, close in frequency to the
filter center frequency. However, in response to the band-
limited signal, filters tuned below 313 Hz are driven by
components in the signal above 313 Hz and filters tuned
above 3547 Hz are driven by frequency components below
3547 Hz. As a result the correlation of the filter outputs in
response to the original and distorted signals is low for
filters tuned below 313 Hz and above 3547 Hz, and the
value of Rnonlin decreases, leading to a low predicted rat-
ing, even though the stimulus is not nonlinearly distorted.
The decrease in the value of Rnonlin is limited by the ap-
plication of a level-dependent weighting to the maximum

value of the cross correlation for each filter, as described
in step 7) of the nonlinear model. However, it remains the
case that the measure Rnonlin is somewhat affected by the
nonflat frequency response of the system under test.

The second approach involves matching the spectrum of
the original and the distorted signals as closely as possible,
before running the model for nonlinear distortion. To do
this, the long-term spectrum of the output of each nonlin-
ear system in response to each type of input signal (speech
or music) is determined. The difference in spectrum (with
magnitude measured in dB) for the original and the dis-
torted signals is then calculated, and a filter based on this
difference is applied to the original signal. This results in
a filtered original signal, which is used as the reference
signal for input to the model for nonlinear distortion. In
theory this new reference signal has the same long-term
average spectrum as the distorted signal under consider-
ation, but is free from the effects of nonlinear distortion.
We call this “approach 2.”

Although we tried approach 2, we found that there were
significant problems associated with it. One problem is
that the linear part of the transfer function of the system
under test (for example, the transfer function that might be
measured for very weak input signals) is estimated only
approximately, as the output spectrum is influenced by the

Fig. 9. As Fig. 4, but for music stimuli.
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nonlinear distortion to some extent. This problem becomes
especially severe when the output of the nonlinear system
is low in some frequency regions, as the spectrum here
may be strongly influenced by distortion components.
Even when the system under test is only weakly nonlinear,
the frequency response is estimated only approximately
from the long-term output spectrum in response to speech
or music. In practice, errors in estimating and implement-
ing the filter that is applied to the original signal to create
a new reference signal result in significant reductions in
the value of Rnonlin, and make the estimates of Rnonlin more
“noisy.” Because of these problems, we abandoned ap-
proach 2. In what follows we focus on results obtained
using approach 1.

A second issue is the choice of method for combining
predicted ratings or scores from the two models so as to
give an overall predicted score Soverall. The model for lin-
ear distortion gives a predicted score Slin (based on a pink-
noise input). The model for nonlinear distortion gives a
predicted score Snonlin (using speech or music as input, as
appropriate). Two methods for combining predicted scores
from the two models have been evaluated. In the first and
simplest method, the scores are combined according to the
rule

Soverall � �Slin + (1 − �)Snonlin

where � is a parameter of the model that characterizes the
relative perceptual importance of the linear and nonlinear
parts of the distortion. To find the appropriate value for �,
predicted ratings for the stimuli of experiment 1 were gen-
erated for several different values of �, and the correlation
between obtained and predicted ratings was determined.
The correlations were maximal for both speech and mu-
sic when � � 0.3. This is consistent with our earlier
interpretation of the results, namely, that nonlinear distor-
tion tends to have a greater perceptual effect than linear
distortion.

We also evaluated a method for combining predict-
ed scores in a multiplicative manner. This was intended
to accommodate the expectation that the rating of a
given system would be more strongly influenced by
the aspect of the distortion (linear versus nonlinear) that
had the largest perceptual effect. For example, if the
system has a very restricted bandwidth, it will receive a
low rating no matter how low the nonlinear distortion is,
and if a system has a large amount of nonlinear distortion,
it will receive a low rating no matter how flat its frequency
response is. However, this method led to slightly lower
correlations between obtained and predicted scores than
were obtained using the first method. Hence in what fol-
lows we focus on predictions obtained using the first
method.

Fig. 10. As Fig. 5, but for music stimuli.
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3.4 Comparison of Obtained and
Predicted Ratings

The obtained and predicted ratings are compared in Fig.
11. There is an excellent correspondence between the two.
The correlation is 0.89 for the speech stimuli and 0.95 for
the music stimuli. Two factors may account for the fact
that correlations were lower for the speech signal. First
the speech signal has a spectrum that fluctuates more
than that of the music signal, and often contains quite
large dips. Second the speech signal has greater ampli-
tude fluctuations than the music signal. Nonlinear dis-
tortion components falling in the spectral and temporal
dips in the speech may lead to erroneous estimates of
linear distortion. In addition, it should be noted that the
subjective ratings were somewhat less consistent for the
speech than for the music. In any case the correlations are
of the same order as the test–retest correlations of the
ratings. We conclude that the model for predicting the
combined effects of linear and nonlinear distortion is
very accurate for the types of artificial distortions used in
experiment 1.

4. EXPERIMENT 2—PERCEPTUAL EFFECTS OF
MIXTURES OF REAL AND ARTIFICIAL LINEAR
AND NONLINEAR DISTORTION

In the second experiment we examined the perceptual
effects of stimuli subjected to both artificial and “real”
linear and nonlinear distortion.

4.1 Stimuli
The artificial distortions were a subset of those used in

experiment 1. They were:

1) Spectral ripples with depth (peak-to-valley ratio) 10
dB and rate 0.5 ripples/ERBN, applied over the frequency
range 3–32 ERBN (87–6981 Hz), combined with:

a) Hard symmetrical clipping, with the clipping level
set so that the broad-band band signal was clipped
10% of the time.

b) Hard symmetrical clipping applied only in the
band 0–606 Hz, with pre- and postfiltering, with
the clipping level set so that the input signal was
clipped 10% of the time in the band 0–606 Hz.

c) Hard symmetrical clipping applied only in
the band 606–1973 Hz, with pre- and postfil-
tering, with the clipping level set so that the input
signal was clipped 10% of the time in the band
606–1973 Hz.

d) Hard sysmmetrical clipping applied only in the
band 1973–5583 Hz, with pre- and postfiltering,
with the clipping level set so that the input signal
was clipped 10% of the time in the band 1973–
5583 Hz.

e) Hard symmetrical clipping applied only in the
band 5583–22 050 Hz, with pre- and postfiltering,
with the clipping level set so that the input signal
was clipped 10% of the time in the band 5583–22
050 Hz.

2) Spectral ripples with depth (peak-to-valley ratio) 10
dB and rate 0.5 ripples/ERBN, applied over the frequency
range 3–32 ERBN (87–6981 Hz) combined with:

a) Full-range distortion applied to the broad-band
signal.

b) Full-range distortion as in a), applied only in the band
0–606 Hz, with pre- and postfiltering.

c) Full-range distortion as in a), applied only in the band
606–1973 Hz, with pre- and postfiltering.

Fig. 11. Comparison of ratings obtained from experiment 1 and ratings predicted by new model for (a) Speech stimuli (b) Music stimuli.
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d) Full-range distortion as in a), applied only in the band
1973–5583 Hz, with pre- and postfiltering.

e) Full-range distortion as in a), applied only in the band
5583–22 050 Hz, with pre- and postfiltering.

3) Spectral tilt of +0.5 dB/ ERBN or −0.5 dB/ ERBN,
applied over the frequency ranges 3–12 ERBN (87–606
Hz), 13–22 ERBN (701–2224 Hz), or 23–32 ERBN (2503–
6981 Hz), combined with hard symmetrical clipping, with
the clipping level set so that the broad-band signal was
clipped 10% of the time.

4) Band-limiting between 8 and 26 ERBN (313–3547
Hz), either without nonlinear distortion or with full-range
distortion.

5) Band-limiting between 4 and 36 ERBN (123–10 869
Hz), either without nonlinear distortion or with full-range
distortion.

This gave a total of 20 conditions with various forms of
artificial distortion. In addition an undistorted broad-band
signal was included.

The other nonlinear systems involved four different com-
pact electrodynamic transducers (13–20 mm in diameter)
mounted in a variety of acoustic structures, selected to be
representative of earpieces and so-called integrated hands-
free designs often encountered in telecommunication termi-
nal devices or accessories. Details of how the outputs of the
systems were recorded are given in [4]. Examples of the
amplitude–frequency responses of some of these systems are
shown in [5, fig. 7]. Fifteen different acoustic setups were
used, each driven with a moderate voltage (within the speci-
fied range for the transducer) and with a high voltage (ex-
ceeding the specified range for the transducer). This gave 30
“real” systems with both linear and nonlinear distortion. Thus
the total number of systems used in the experiment was 51.

4.2 Procedure and Subjects
The procedure was essentially the same as for experi-

ment 1. Eleven subjects were tested. None had any history
of hearing disorders and all had audiometric thresholds
better than or equal to 20 dB HL in both ears at all au-
diometric frequencies from 250 to 8000 Hz. Their ages
ranged from 19 to 36 years (mean 26, standard deviation
5). Subjects were paid for their participation.

5 RESULTS

5.1 Consistency across Sessions and Subjects
The results for each subject generally showed a similar

pattern across the two test sessions for a given type of
signal (speech or music). The overall consistency across
test sessions was assessed by calculating the mean score
across subjects for each condition and stimulus type, sepa-
rately for each session, and then calculating the correlation
of the scores for the 51 conditions across sessions. The

correlations obtained in this way were 0.91 for the speech
stimuli and 0.90 for the music stimuli. The correlations are
high, but not quite as high as for experiment 1.

The pattern of results was also reasonably consistent
across subjects. The degree of consistency across subjects
was assessed in the same way as for experiment 1. The
correlations between individual ratings and mean ratings
are shown in Table 2. The correlations are generally high,
but somewhat lower than for experiment 1, perhaps indi-
cating slightly greater individual differences in judgments
of the quality of systems with substantial amounts of both
linear and nonlinear distortion. The standard deviation
(SD) of the ratings across subjects for a given condition
was typically about 1.5 scale units [standard error (SE)
about 0.45 scale unit].

5.2 Comparison of Obtained and
Predicted Ratings

The pattern of results for the artificial distortions was
similar to that for the corresponding conditions in experi-
ment 1. Hence we will not discuss this aspect of the results
in detail. Predicted ratings were obtained using the model
described. Fig. 12 compares the mean predicted ratings
with the mean obtained ratings. Artificial distortions are
indicated by open circles, real distortions by asterisks. The
correlation between obtained and predicted ratings is 0.85
for speech and 0.90 for music.

It is noteworthy that the obtained and predicted ratings
were relatively low (usually below 5) for the stimuli subjected
to “real” distortion. This partly reflects the fact that the systems
introducing real distortion all had a limited frequency
range and irregular frequency responses; see [5, fig. 7].

6 SUMMARY AND CONCLUSIONS

In this paper we have reported the results of experi-
ments in which subjects rated the perceived quality of
speech and music that had been subjected to various forms
of both linear and nonlinear distortion. Experiment 1 made
use of artificial distortions of the type used in our earlier
experiments on the perceptual effects of linear distortion
alone [3], [5] and nonlinear distortion alone [4], [6]. The
results showed that the perceptual effects of nonlinear dis-
tortion were generally greater than those of linear distor-
tion, except when the linear distortion was severe. The
results were compared with the predictions of a new model
based on a weighted sum of predictions for linear distor-
tion alone [5] and nonlinear distortion alone [6]. The pre-
dictions of the perceptual effects of linear distortion are
based on changes in the excitation pattern evoked by a
pink-noise signal. The predictions of the perceptual effects
of nonlinear distortion are based on the cross correlation of
the outputs of an array of gammatone filters in response to

Table 2. Correlation of mean ratings across sessions for each individual subject with mean ratings across subjects; experiment 2.

Subject 1 2 3 4 5 6 7 8 9 10 11

Speech 0.69 0.68 0.80 0.89 0.84 0.68 0.76 0.81 0.80 0.85 0.92
Music 0.77 0.74 0.93 0.91 0.80 0.79 0.74 0.87 0.82 0.91 0.93
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the original signal and the distorted signal. A speech signal
is used for deriving predictions for speech stimuli, and a
music signal is used for deriving predictions for music
stimuli. The relative weighting of the predictions from the
models for linear and nonlinear distortion was adjusted so
as to give the highest correlation between obtained and
predicted ratings for the stimuli with both linear and non-
linear distortion. The resulting correlations were 0.89 for
speech stimuli and 0.95 for music stimuli.

Experiment 2 included both artificial distortions and
“real” distortions introduced by transducers. The results
were again compared with the predictions of the new
model. There was a very good correspondence between
obtained and predicted ratings; correlations were 0.85 for
speech stimuli and 0.90 for music stimuli. We conclude
that the new model can predict accurately the perceived
quality of speech and music subjected to combined linear
and nonlinear distortion.
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